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Agenda 

1. About IntraFind and Me (very brief) 

2. Basics about Inverted File Index, Lucene Analysis Chain 

3. The Typed Index: Different Types of Terms 

4. Multilingual Search / Mixed Language Documents / Language Chunking 

5. The Typed Index and Semantic Search 
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IntraFind Software AG 

Specialist for Information Retrieval and Enterprise Search 

 Founding of the company: October 2000 

 More than 850 customers mainly in Germany, Austria, and Switzerland 

 Employees: 30 

 Lucene Committers: B. Messer, C. Goller 

 

 Independent Software Vendor, entirely self-financed 

 Products are a combination of Open Source Components and in-house Development 

 Support (up to 7x24), Services, Training, 

 Focus on Quality / Content Analytics / SOA Architecture 

 Linguistic Analyzers for most European Languages 

 Semantic Search 

 Named Entity Recognition 

 Text Classification 
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IntraFind Software AG – Customers 
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http://www.ihk-berlin.de/


 

 

 

 

 

Basics: Inverted File Index and Lucene Analysis Chain 
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Inverted File Index 

The Typed Index, FOSDEM 2015 Open Source Developer Room 



Analysis / TokenStream 

Break stream of characters into 

tokens /terms 

 

 Normalization (e.g. case) 

 Stop Words 

 Stemming 

 Lemmatizer / Decomposer 

 Part of Speech Tagger 

 Information Extraction 
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More about Documents, Fields, and Tokenstream 
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 A Document consist of Fields 

 Analyzer a TokenStream Factory 

 TokenStream follows a Decorator Pattern 

 Tokenizer splits text into tokens 

 TokenFilter processes tokens - operates on Tokens 

 Each TokenStream can register with Attributes of interest 

  Lucene provides core Attributes 

 TermAttribute - holds term data 

 PositionIncrementAttribute - holds position information 

 PositionLengthAttribute – if a token spreads over several positions 

 OffsetAttribute - holds char offsets 

 PayloadAttribute - holds arbitrary per term data 

 

 



Position and Position Length 

 Tokens on the same Position are regarded as synonyms 

 But: Tokens may spread over several Positions -> Position Length 

 PositionLength are not yet supported in the index 

 

What about word decomposition? 

 iphone6 -> iphone 6 

 mother-in-low ->mother in law 

German Examples: 

Bundesfinanzministerium  -> Bundes|finanz|ministerium 

Ministerium des Bundes für Finanzen ---- Bundesministerium für Finanzen 

 Wachstube -> Wach|stube or Wachs|tube 
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The Typed Index: Different Types of Terms 
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Morphological Analyzer vs. Stemming 

 Lemmatizer: maps words to their base forms 

 

 

 

 

 

 Decomposer: decomposes words into their compounds 

  Kinderbuch (children's book)  Kind (Noun) | Buch (Noun) 

  Versicherungsvertrag (insurance contract)  Versicherung (Noun) | Vertrag 
(Noun) 

 Stemmer: usually simple algorithm 

  going  go decoder, decoding, decodes  decod 

  Overstemming: Messer  mess  king  k  

  Understemming: spoke  speak 
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English German 

going                 go (Verb) lief                 laufen (Verb) 

bought              buy (Verb) rannte           rennen (Verb) 

bags                   bag (Noun) Bücher          Buch (Noun) 

bacteria             bacterium (Noun) Taschen        Tasche (Noun) 



Bad Precision with Algorithmic Stemmer 
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High Recall and High Precision with 
Morphological Analyzer 
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High Recall and High Precision with 
Morphological Analyzer 
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Using Word Decomposition 
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Measuring Recall and Precision 
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Nouns 

 

Recall / Precision Macro Average 
for 40 German nouns 

no compound analysis 

 

 

 

Verbs 

 

Recall / Precision Macro Average 
for 30 German verbs 

no compound analysis 



Why do we need other normalizations, besides lemmas? 

 MultiTermQueries: WildcardQuery, FuzzyQuery 

 No stemming, no lemmatization 

 Should work on original terms generated from Tokenizer 

 Only very simple normalizations such as  

 Diacritics: Citroën  Citroen 

 but for mou* you don’t want to find mice 

 

 Case-Sensitive 

 Sometimes case matters: MAN vs. man 

 

 Phonetic Search (Double Metaphone): 

 Mazlum  MSLM; Muslim  MSLM 

 book  PK; books  PKS 

 Kaother Tabai  K0R TP , Kouther Tapei  K0R TP  
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Why do we need them simultaneously (in one field)? 

 

 Query:  “book of Kouther Tapei”   PhraseQuery / NearQuery 

 Matching Document: books of Kaouther Tabai 

 For book to match books we need a stemmer or a lemmatizer 

 For the names to match we need phonetics 

 

 Phonetic search for query: Mazlum 

 It leads to matches for the very frequent word Muslim 

 Users want: Give me phonetic matches for Mazlim but not Muslim 

 Mazlum=P AND NOT Muslim=E  doesn't do the job 

 No match for "Mazlum is a member of the Muslim community in Munich" 

 spanNot(spanOr([body:V_mazzlim, body:F_MSLM]), body:V_muslim)) 

 New Syntax: <Mazlim=P BUTNOT Muslim=E> 
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The Typed Index 

We need different types of terms in one field 

Types are term properties: payloads are not a good option 

Use prefixes to distinguish them: 

V_ for fullforms (case sensitive) 

N_ for diacritics normalizations 

F_ for phonetic normal forms 

B_ for baseforms: B_Noun_book, B_Verb_fly, … 
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Multilingual Search / Mixed Language Documents / 
Language Chunking 
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Multilingual Search and the Typed Index 

 Standard Approach for Multilingual Search:  

 language-specific copy of every content-field 

 language-specific analyzers for the language-specific fields 

 Disadvantage:  

 high configuration costs 

 no solution for mixed-language content 

 

 Typed Index Approach: 

 Language Chunker delegates language chunks to language-specific sub-analyzer 

 Third-Party Analyzers can easily be integrated 

 Token Language is represented by type (prefix) 

 B_ for baseforms: B_EN_Noun_book, B_EN_Verb_fly, B_DE_NOUN_buch 

 Advantage:  

 Almost no configuration effort 

 correct treatment of mixed-language documents 
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Language Chunker 

In international companies people often switch between their own language and English. 
Content may look like that. 中国政府面对着海内外舆论长期的关注、批评与期待，经过
一年多的咨询、讨论、起草。 المنوطة ضمن , قصير عن تلبية الحاجة الامنية والحماية للموارد والاستثمار 

!!.وهيبة الدولة, مسؤلية مهام دولة القانون  la maladie reste silencieuse et l'on dit que l'individu est 
séropositif. Il présente des anticorps luttant contre le virus mais aucun signe clinique n'est 
apparent. 05Янв2000 АЗЕРБАЙДЖАН: HА 1 ЯНВАРЯ УСТАВНЫЙ КАПИТАЛ 
"АЗЕРИГАЗБАНКА" СОСТАВИЛ 8,5 МЛРД. МАHАТОВ. корр. Е.Старостина. Hа 1 января 
2000 года уставный капитал "Азеригазбанка" Durante las grandes contiendas bélicas, los 
hombres de ciencias han enfrentado serios problemas médicos que originan gran número 
de bajas sanitarias. Stockholm - Die Suche war aufwändig, eine Woche lang durchkreuzten 
die schwedischen Streitkräfte die Stockholmer Schären, vor drei Wochen wurde die Aktion 
dann abgebrochen.  
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Language Identification (1) 

 Statistical Language Identification is considered as a solved problem:  

 (1) Cavnar, W., & Trenkle , J. (1994), (2) Dunning, T. (1994): both based on letter N-grams 

 99% correctness for text of length >= 300 characters 

 Only 93% correctness for short text < 100 characters 

 Similar results reported for Tika, Google CLD on Twitter Data 

 Statistical LI got more attention during the last years due to the need for reliable LI for 
short text: 

 ldig (infinity grams) [Nakataqni Shuyo] 

 [Tromp +] LIGA Corpus of Tweets for  EN, DE, NL, FR, ES, IT (1500 tweets per language) 
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N-gram approach (1) with cross-validation 93.1% 

LIGA-authors, special statistical approach with cross-validation 97.4% 

N-gram approach (1) with lots of data 97.9% 

ldig (Nakataqni Shuyo) 99.2% 

Markov Chain (2) with lots of data 98.9% 

Lexicon Based LI IntraFind 99.4% 



Language Identification (2) 

Some difficult Tweets: 

 

job tipp in der email signatur ruhig twitternamen nennen 

unser musiktipp des tages louis armstrong la vie en rose eine tolle version eines klassikers musikmontag 

partagez vos bons plans twitter sur les hashtags followfriday ou ff 

enjoy d nom nom nom 

n sarkozy pdef la parole lina brudey institutrice 

en renate verbaan know how to doegoodie doegoodies 

 

 

Language Identification should consist of 

1. Unicode Script Identification (unicode blocks) 

2. Statistical N-gram approach based on Markov Chain trained for each script separately 

3. Maybe combined with an HMM to model language changes 
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Typed Index and Semantic Search 
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Named Entity Recognition 
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Entities are e.g. 

 People names 

 Company names  

 Brands from product lists 

 Technical key figures from technical data  
(raw materials, product types, order IDs, process 
numbers, eClass categories) 

 Names of streets and locations 

 

 Add Term Types for Entites such as 

 E_Person, E_Location, E_Organization 

 E_PersonName_Brown, E_Location_Munich 
 

 



Semantic Search: Comparison with standard 
Search Engines 

27 

Question:         Wer hat Microsoft gegründet? Who founded Microsoft? 

NL-Search 
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standard 



Semantic Search: Comparison with standard 
Search Engines 

28 

Question:         Wo liegen Werke von Audi? Where are the Audi plants? 

NL-Search 
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NL-Search 

standard 



Thanks for your Attention 

Questions ? 

 

By the way: Our Analyzers are available as Plugins for Lucene / Solr / ElasticSearch 

 

Dr. Christoph Goller 

 

Phone: +49 89 3090446-0 

Fax: +49 89 3090446-29 

Email:  christoph.goller@intrafind.de 

Web:  www.intrafind.de 

 

IntraFindSoftware AG 

Landsberger Straße 368 

80687 München 

Germany 
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